SOFTWARE VERIFICATION RESEARCH CENTRE
THE UNIVERSITY OF QUEENSLAND

Queensland 4072
Australia

TECHNICAL REPORT
No. 02-15
Model-Based Specification Animation
Using Testgraphs

Tim Miller Paul Strooper
April 2002

Phone: +61 7 3365 1003
Fax: +61 7 3365 1533
http://svrc.it.uq.edu.au
Note: Most SVRC technical reports are available via anonymous ftp from svrc.it.uq.edu.au in the directory /pub/techreports. Abstracts and compressed postscript files are available via http://svrc.it.uq.edu.au
Model-Based Specification Animation Using Testgraphs

Tim Miller          Pah Strooper

Abstract

This paper presents a framework for systematically animating specifications using testgraphs: directed graphs that partially model the specification being animated. Sequences for the animation are derived by traversing the testgraph. The framework provides a testgraph editor that allows users to edit testgraphs and supports automated testgraph traversal. We demonstrate our framework on a small specification, and discuss its application on two larger specifications. Experience with the framework so far indicates that it can be used to effectively animate small to medium-sized specifications and that it can reveal a significant number of problems in these specifications.

1 Introduction

Specification animation allows users to pose questions about the specification that can be answered quickly and automatically. While results obtained via animation are less general than results gained from techniques such as theorem proving and model checking, animation requires less expertise and can detect many types of errors in specifications. This gives specification designers a way to test that their specifications behave as intended, but is also useful for demonstrating the behaviour of the specification to end users, who typically have little-to-no knowledge of formal notations and specifications, and, as a result, cannot determine the behaviour of a specification using manual analysis.

Much like testing, performing ad-hoc animation does not give a high-level of assurance. If we try to find errors in a specification using only a small number of cases, we have to ensure that the cases selected adequately cover the specification. Most current literature on animation describes only tools and methods for execution or interpretation of specifications, or simply mentions that animation has been used, with little or no description on how and why specific cases were selected.

Miller and Strooper [17] present a method for systematically animating specifications. They document the process using an animation plan, and use the specification to generate animation inputs. This approach was completely manual, and took significant time and effort. In this paper, we use the idea of animation using a testgraph [12]: a directed graph that partially models the possible states...
and transitions of a specification. Sequences are derived from the test graph by traversing the test graph repeatedly from the start node and cases for animation are generated from these sequences. This provides a systematic approach to animation that is partially automated and repeatable. Testing using graphs and finite state machines is not a new concept, but, to our knowledge, it has never been applied to animation. Experience so far with this framework indicates it can be used to effectively animate small to medium-sized specifications and can reveal a significant number of problems in these specification.

After reviewing related work in Section 2, we discuss background on the specification language and animation tool used in this work. We then present a method for animation using test graphs in Section 4, and a framework with tool support for this method in Section 5. In Section 6, we discuss experience with this framework. We then conclude the paper.

2 Related Work

In this section, we present related work on animation and testing, especially testing using finite state machines (FSMs) and graphs.

2.1 Animation

There are several animation tools that automatically execute or interpret specifications. PiZA [10] is an animator for Z. PiZA translates specifications into Prolog to generate output variables. PiZA provides a facility to embed Prolog statements within the Z specifications and make calls to Prolog from the specifications. The B-Model animator [21] is the animator used in the B formal development process [20]. It is used to animate specifications written in B's model-oriented specification language. The Software Cost Reduction (SCR) toolkit [9] contains an animator that is used to test specifications. The IFAD VDM++ Toolbox [13], used for development from the object-oriented extension of VDM, contains an interpreter. This interpreter is used to test specifications, and contains a coverage tool that measures what percentage of specification statements are exercised for each operation during a trace.

Pipestream [15] is another animator for the Z specification language. Pipestream transforms the specification into first-order logic to determine predicates and finite sets, which help Pipestream establish which specifications are executable. Kazmierszak et al. [15] outline an approach for specification animation using Pipestream containing three steps: performing an initialisation check; verifying the preconditions of schemas; and performing a simple reachability property.

2.2 Testing using Graphs and Finite State Machines

Hoffman and Strooper [11, 12] generate test cases for C++ classes by automatically traversing a testgraph, a directed graph that partially models the states and transitions of the class-under-test, using Classbench. Later work by Murray
et al. [18] and Carrington et al. [3] describe generating Classbench test graphs from FSMs. States for these FSMs are derived by using the Test Template Framework [4, 19] to specify sets of test cases, and extracting pre- and post-states from these test cases. Transitions are then drawn between each node if possible, and the FSM is converted into test graph. We build on this work by using testgraphs to sequence animation, but rather than derive test graphs from FSMs, the user can simply generate the test graph manually. Relying on the specification do generate the test graph does not make as much sense in our application, because we want to use the test graph to determine the correctness of the specification.

Dick and Faivre [5] also generate test sequences by retrieving the pre- and post-states from test cases generated by partitioning schemas into disjunctive normal form (DNF), and using them as the states of FSMs. A transition is created between two states if the two states can be related via an operation. The FSA is then traversed, with every branch executed at least once.

Bosman and Schmidt [1] use FSMs to test object-oriented programs. Two state machines are developed. One is the state machine for the specification, called the design FSM, and the other is the state machine for the implementation, called the representation FSM. If two state machines behave identical for all possible input sequences, then they are considered identical.

Callahan et al. [2] have also used model checking to drive testing. They use the counter-example feature found in model checkers to derive sequences for testing. They apply slight syntactical changes to specifications to create mutants that purposely force the model-checker to find a counter-example of a property, and then use the paths in these counter examples to derive FSMs for driving the testing process.

3 Background

In this section, we present the example used throughout this paper, and introduce the Possum animation tool [7, 8] used in this work.

3.1 Example - IntSet

The example is an integer set called IntSet. The specification is shown in Figure 1.

The IntSet module is specified in Sum [14], a modular extension to Z, and like all Sum specifications, contains a state schema, an initialisation schema, and zero or more operation schemas. The state schema consists of a state variable intset (a power set of integers), and a state invariant, which restricts the intset to a maximum size of 10, defined by the constant maxsize. The initialisation schema is used to set the initial state of the module, and in this example, it sets intset to be empty.

Sum uses explicit preconditions in operation schemas, denoted using the pre keyword, and also explicitly defines which state variables can be changed by
using the \( \text{changes\_only} \) function, which takes, as its sole argument, a set of state variables that are allowed to change for the operation. Like \( Z \), input and output variables are decorated using \( ? \) and \( ! \) respectively, and post-state variables are primed (\( ' \)). The \( \text{init} \) schema and all operation schemas automatically include the state schema in their declarations.

The four operation schemas in the \( \text{IntSet} \) module are: \( \text{add} \), which adds a particular integer to the set if that integer is not already in the set and the set is not full; \( \text{remove} \), which removes a particular integer from the set provided it is in the set; \( \text{isMember} \), which returns a boolean indicating whether a particular integer is in the set; and \( \text{size} \), which returns the size of the set.

### 3.2 Possum

Possum is an animator for Z and Z-like specification languages, including Sum. Possum interprets queries made in Sum and responds with simplifications of those queries. A specification can be animated by stepping through operations, and Possum will update the state after each operation. The example below shows a query sent to Possum for the \( \text{add} \) operation in \( \text{IntSet} \) with the value 3 substituted for the input \( x? \). Let us assume that the value of the state variable \( \text{inset} \) before the query is \( \{1\} \):
add \{3/x?\} 

Possum returns with:

\[ \text{intset} := \{1\}, \text{intset}' := \{1, 3\} \]

This means that the value of the state variable \text{intset} has been updated to \{1, 3\}. Possum also displays any bindings for any variables that it instantiates, but the add operation has none other than \text{intset} and \text{intset}'

Possum supports plug-in user interfaces for specifications written in Tcl/Tk, which allows people not familiar with the specification language to interact with the specification through a user interface. Possum defines a simple default user-interface for every specification animated, which contains the current binding for each state variable in the specification being animated. Figure 2 shows the default user-interface, which displays the state of the specification being animated in a text window.

4 Animation Using Testgraphs

In this section, we discuss using testgraphs to perform animation. We use testgraphs because they are straightforward to derive, and deriving cases from testgraphs can be done quickly and automatically. Testgraphs give us a planned, documented, and repeatable approach to animation that allows us to analyse the specification as a whole instead of animating each of the operations in isolation.

4.1 Deriving a Testgraph

A testgraph is a directed graph that partially models the states and transitions of the specification being animated. Each node in the testgraph represents a possible state that the specification can reach, and each arc represents a transition (a sequence of calls to operations) that moves the specification from one state to another. One state in the testgraph is selected as the start node, and this node represents the initial state.
Using animation, it is infeasible to check the entire state space of specifications, except for specifications with very small state spaces. If we look at the IntSet example, which is a small specification by industry standards, the size of the state space is infinite. Therefore, we select a subset of the state space as nodes for our testgraph. In the context of animation, the state space contains all states that can be reached; the testgraph nodes are the set of states that \textit{will} be reached during animation.

The state of a specification provides important information about the selection of states for animation. For example, the \textit{add} operation in \textit{IntSet} will behave differently when the set is full (has \textit{maxlen} elements in it) to when it is not full.

Standard testing practice advocates many methods for selecting special state values using rules such as the \textit{interval rule}. For the \textit{IntSet} example, we select our states based on the size of the set, and include four states: an empty set, a set that is half-full containing only odd numbers, a set that is half-full containing only even numbers, and a set that is full containing both even and odd numbers.

Once we have our testgraph nodes, we derive arcs for the testgraph to be used as transitions during animation. We require each node to have at least one arc leading into it, except the start node, otherwise the node will be unreachable.

Figure 3 shows the testgraph for the \textit{IntSet} specification. Here, we have four nodes representing the states derived above: \textit{EMPTY}, \textit{ODD}, \textit{EVEN}, and \textit{ALL}. \textit{EMPTY} is the start node and this is indicated by the node being shaded. The five arcs on the testgraph change the state of \textit{IntSet} from one state to another. For example, the \textit{ADDODD} arc represents a transition that adds 1, 3, 5, 7 and 9 to the set. This takes us from \textit{EMPTY} to \textit{ODD}.

4.2 Traversing the Testgraph

We specify operations for our specification that make the transitions defined in the testgraph using the arc labels as the name for the operations. For example,
$\text{ADDODD} \equiv \text{add}\{1/x?\} \circ \text{add}\{3/x?\} \circ \text{add}\{5/x?\} \circ \text{add}\{7/x?\} \circ \text{add}\{9/x?\}$

Figure 4: $\text{ADDODD}$ Operation for $\text{IntSet}$

the $\text{ADDODD}$ transition in the $\text{IntSet}$ test graph is shown in Figure 4, where $\circ$ represents the sequential composition of operations by identifying the post-state of the schema on the left as the pre-state of the schema on the right.

We generate our animation sequences by traversing the test graph to achieve arc coverage. The other two types of coverage considered were node and path coverage. Node coverage does not traverse every transition in a graph, and path coverage is infeasible for graphs with a cycle. Arc coverage traverses every arc, visits every node (provided all test graph nodes and arcs are reachable from the start node), and is straightforward to achieve.

4.3 Checking States and Operations

Once the test graph has proceeded to a new node, we want to check properties of the current state of the specification, e.g., that after the transition $\text{ADDODD}$ from $\text{EMPTY}$ to $\text{ODD}$, $\text{inset} = \{1, 3, 5, 7, 9\}$, and the size operation returns $\text{size}! = 5$.

There are two ways to do this: manually using the standard Possum interface, or partially automated using $\text{CHECK}$ schemas.

The manual approach involves checking the current value of the state is correct for each node, and manually invoking the operations that we wish to check. For example, after the $\text{ADDODD}$ transition, we would check that the new value of $\text{inset}$ is $\{1, 3, 5, 7, 9\}$. We would then invoke the $\text{size}$ operation, expecting $\text{size}! = 5$ to be returned, and invoke the $\text{isMember}$ operation for at least two values, one that returns true and one that returns false.

For the partially automated approach, we define schemas that automatically check the properties for the current state of the specification. For example, the $\text{CHECK\_ODD}$ schema, shown in Figure 5, is used to check: that for the $\text{isMember}$ operation, every element that returns true is in the $\text{inset}$ state variable, and vice versa; that the $\text{size}$ operation returns $\text{size}! = 5$ and does not change the state, and that $\text{inset} = \{1, 3, 5, 7, 9\}$. In this schema, the variable $\text{tgf\_report}!2$ is a finite set of $\text{MSG}$, where $\text{MSG}$ is a previously declared set containing the four possible error messages: $\text{ISMEM\_TRUE\_ERR}$, $\text{ISMEM\_FALSE\_ERR}$, $\text{SIZE\_ERR}$, and $\text{STATE\_ERR}$. These error messages are defined as abbreviations.

To use the $\text{CHECK\_ODD}$ operation to check the $\text{ODD}$ state, we simply run the operation by typing $\text{CHECK\_ODD}$ at the Possum prompt.

If a node has been visited previously in the traversal, we need not perform a check like the one above, but instead check that the current value of the state is

---

1Although the set $\mathbb{Z}$ is infinite, Possum has a maximum bound for this that can be changed by the user.

2We use the prefix $\text{tgf}$ which stands for testgraph, to prevent variable name clashes.
the same as the previous visit. Possum makes this possible because it displays bindings for variables associated with a specification. If the states are the same, our checks will not find anything different. If not, we have uncovered a problem in our specification or our testgraph. The time and effort saved by checking whether the current state has been visited depends on how long the checks take to perform.

5 Tool Support

In this section, we describe tool support for the method outlined in Section 4. Applying this method manually is time-consuming.

The tool described in this section, called the Possum Testgraph Framework, is a tool we have plugged into Possum to allow us to edit, save, and restore testgraphs. It also has options for partial automation of testgraph traversal and report compilation.

5.1 Constructing a Testgraph

The first step is to construct a testgraph. When opened, the editor presents the user with a blank canvas on which the user can design their testgraph.

The user can add nodes to the canvas, and add a directed arc between any two nodes, provided there is not already an arc with the same source and destination nodes. An arc can be removed from between two nodes, and nodes can be removed. Removing a node also removes any arcs that have that node as the source or destination node. Users can also select one node to be the start node of the testgraph.

The default labels of nodes placed on the graph are determined by the order they are added. However, the user can change the label to any string not containing spaces.
Figure 6: Testgraph for \textit{IntSet}

Users can also associate a schema with a node. This schema is invoked during the traversal of the testgraph when the user wishes to perform a check on a state.

By default, arcs do not have a label. They are uniquely identified by the source and destination nodes. However, users can add labels to arcs. An arc label is also the name of the transition schema associated with that arc.

Figure 6 shows the complete testgraph for the \textit{IntSet} module.

Testgraphs can be saved to disk and opened again at a later time. The user also has the option of clearing the canvas and starting a new testgraph.

5.2 Generating Paths

As discussed in Section 4, we traverse the testgraph to achieve arc coverage. We use the testgraph framework to automatically generate a sequence of paths that achieve arc coverage.

5.2.1 Path Generation Algorithm

The path generation algorithm performs a depth-first search. It starts at the start node, and adds each node to the current path until a node that is already
in the path is reached, or there are no more nodes leading from the current node. If there are unreachable nodes or arcs, the path generation algorithm ignores these.

There are two paths generated for the IntSet example:

$$< \text{EMPTY, ODD, FULL, EVEN, EMPTY} >$$

$$< \text{EMPTY, ODD, FULL, EMPTY} >$$

The framework allows the user to save paths that have been generated, and open them again at a later time. This is for three reasons:

- The user can see the paths that have been generated by the algorithm.
- The user can remove some of the paths by editing the file the paths are saved in, thus reducing animation time.
- The user can manually generate paths, save them in a file, and open them for use in the framework.

The file format is simple, with each path being a sequence of node labels in the order they are visited, separated by a space. Paths are separated by a line break.

5.3 Traversing the Testgraph

There are three ways that the framework allows users to traverse the testgraph: manual traversal, partially automated traversal, and fully automated traversal. Whichever method is used, the current node and arc are highlighted in the testgraph during the traversal. The user can switch between any of the traversal methods during a session.

5.3.1 Manually Traversing the Testgraph

The user can manually traverse an arc in the testgraph by right-clicking on that arc, and selecting “Traverse Arc” from the menu.

If the source node of the selected arc is not the current state, an error message is displayed to the user. If the source node is the current state, the arc is traversed, the transition associated with that arc is sent to Possum, and the current node is updated to the destination node. The tool waits for Possum to complete the transition before sending the schema associated with the destination node to Possum.

5.3.2 Stepping Through the Testgraph

The user can also choose to step through the paths generated by the testgraph framework. By this, we mean traverse one arc at a time. They can do this by holding Shift and clicking the middle mouse button, or by going to the the Animate menu on the menu bar (see Figure 6) and selecting “Next Transition”. The next arc is traversed, sending the transition associated with the arc to
Possum and updating the current node to the destination node. The tool waits for Possum to complete the transition before sending the schema associated with the destination node to Possum.

5.3.3 Automatically Traversing the Testgraph

Automatically traversing the graph uses the paths generated by the framework, but unlike stepping through the testgraph, no user interaction is required. The user simply selects, from the Animate menu in the menu bar, the option "Traverse All Paths". The framework traverses the first arc, sends the transition to Possum, updates the current node to be the destination node, and waits for Possum to perform the transition before sending the operation associated with the destination node to Possum. It then waits for Possum to finish running the operation, and performs the next transition in the path. This continues until all arcs in all paths have been traversed.

5.4 Report Generation

The check operations discussed in Section 4, such as \texttt{CHECK\_ODD}, report problems using a variable called \texttt{tgf\_report!}, which is a set containing error and warning messages. During animation, the testgraph framework reads the value of this variable every time it changes, and records its contents, along with the current transition, destination and source nodes. The result is a report containing all messages generated and where they occurred.

For example, if after the transition \texttt{ADDODD} from the \texttt{EMPTY} to \texttt{ODD} nodes, the \texttt{CHECK\_ODD} operation returned an error indicating that the \texttt{size} operation returned an incorrect value, the report would include:

\texttt{Transition: (ADDODD, EMPTY |\rightarrow| ODD); CHECK\_ODD returned:}
\texttt{‘‘Error: operation \texttt{'size'} returning unexpected value for \texttt{'size'}!''}.

After sending a transition or check to Possum during traversal, the traversal algorithm will wait until the value of \texttt{tgf\_report!} is read back from Possum. Therefore, if a transition fails, the traversal will not continue. To recover from this, we define the \texttt{ADDODD} operation in Figure 4 as an auxiliary operation, \texttt{ADDODD\_AUX} which we then use to define an updated \texttt{ADDODD}, shown in Figure 7. The new \texttt{ADDODD} operation first checks to see if the transition can be made. If so, the transition is made and \texttt{tgf\_report!} is set to empty. If not, the error message \texttt{ADDODD\_FAIL}, which is a previously declared abbreviation for the string: \texttt{“Error: Transition ADDODD failed unexpectedly”}, is included in the report variable, \texttt{tgf\_report!}.

The user can view the report at any point during or after traversal. The report is displayed in a new window.

Once the user has run the traversal, new additions to the report generated during subsequent traversals are appended to the end. The user can clear the report or save it to a text file.
\begin{verbatim}
\texttt{\textit{op ADDODD}}
\texttt{\textit{tsg\_report! : F ADDODD\_FAIL}}
\texttt{\textit{if \exists \textit{state'} \bullet ADDODD\_AUX then}}
\texttt{\textit{ADDODD\_AUX} \land \textit{tsg\_report!} = \{\}}
\texttt{\textit{else}}
\texttt{\textit{tsg\_report!} = \{\textit{ADDODD\_FAIL}\}}
\texttt{fi}
\end{verbatim}

Figure 7: Updated \textit{ADDODD} Operation for \textit{IntSet}

\begin{verbatim}
\texttt{\textit{op retrieve}}
\texttt{\textit{tsg\_state!: F PZ}}
\texttt{\textit{tsg\_state!} = \textit{intset}}
\texttt{\textit{changes\_only\{\}}}
\end{verbatim}

Figure 8: \textit{retrieve} function for \textit{IntSet}

5.5 Advanced Features

5.5.1 Regression Animation

The testgraph framework gives the user the option to perform regression animation: where results from previous runs are used to check the results of new runs. When a node is visited for the first time, the tool records the value of the state at that node. A check is performed on the value of the state against this recorded value for subsequent visits to that node.

For this to happen, the user has to define a operation in the specification called \textit{retrieve}, which retrieves the value of the state for the specification being animated. Figure 8 shows the \textit{retrieve} function for \textit{IntSet}.

When a testgraph is saved, the value of the state at each node will also be saved. When the testgraph is opened, these values will be loaded and associated with their respective nodes, and on subsequent runs, these values are compared to their respective values at each node. If there is a difference, an error is added to the report.

The user can turn the regression checking on and off. By default, this option is off.

5.5.2 Memoisation

As discussed in Section 4, once a node has been visited and the state associated with that node checked, it is not necessary to check the state on subsequent
visits to that node if the state is the same as on previous visits. Therefore, the framework has an option to not check the state of a node that has been previously visited. Instead, it records the state of the specification at each node the first time the node is visited, and checks the states are equal on subsequent visits. If the states are the same, the check is not performed. This is called memoisation: where the results of a previous calculation are transparently saved and reused to reduce calculation time. This technique is also used in functional and logical programming languages to improve efficiency of programs. If the states are different, an error is added to the report informing the user.

Memoisation and regression animation are similar, but neither subsumes the other because regression animation will check if the current value of the state at a node is the same as a previous value at that node, but will still perform the check. Like regression animation, memoisation requires a retrieve function to get the current value of the state.

The user can turn the memoisation on and off. By default, this option is on.

6 Experience

As well as the IntSet example, we have used our framework to check several other specifications, including two substantial ones: the Mass Transit Railway (MTR) specification and the TruckCAD specification.

6.1 Mass Transit Railway

The MTR specification is taken from [17] and this version of the specification was manually translated from [6]. The specification describes the Hong Kong Mass Transit Railway network. This specification is of particular interest to us because it contains more than one module: three low-level modules and one top-level module that uses the three low-level modules to perform its services.

6.1.1 Informal Description of Behaviour

The MTR consists of a set of passengers and a set of stations that the passengers travel between. To enter the network, a passenger must obtain a ticket, which is supplied to the system upon entering and exiting the network. Tickets can be single-trip, multi-trip, or season tickets. Each ticket has an expiry date and a value. The value of the ticket is decremented by the fare amount when the passenger leaves the network. Fare amounts are stored in a database that supports the addition of new fares and the updating of existing fares. All tickets can be reissued, but only as the same type as they were originally issued. The current date can be incremented.
6.1.2 Description of Specification

There are four modules in the MTR: one to record and increment the date, one
to store and retrieve fares, one to store and retrieve tickets and their values, and
a top-level specification that uses these three to perform the behaviour described
above.

The MTR specification contains 23 operations, and about 400 lines of Sum.

6.1.3 Results

We chose to use a bottom-up approach to animation, where the low-level mod-
ules were animated first, with any errors corrected, before proceeding to the
next level. Miller and Strooper [17] showed the value of this approach.

Each module had its own testgraph. The modules used for maintaining the
date and fares had only 4 nodes and 4 arcs each, while the module used for
the maintaining the tickets has 11 nodes and 12 arcs. The top-level module
had 13 nodes and 13 arcs. The size of the top-level module was reduced by not
including the value of the current day in the retrieve function, therefore, even
though we checked different days for different numbers of tickets, fares, etc.,
we used the same node for a state with three different day values, and used
memoisation for these states, checking the date by hand after the traversal had
finished. This reduces not only the number of nodes, but also the number and
size of paths.

Miller and Strooper [17] performed animation on the Mass Transit Railway
specification, uncovering five errors in total. Our method found not only these
five errors, but one extra error. The effort and complexity of performing our
method were considerably less than the approach from [17]. As a result, the
time taken to perform the animation was also considerably less.

The errors included: allowing state variables to change when they were not
supposed to, swapping operands of domain restrictions and subtractions, and
a precondition not restricting values that did not satisfy the postcondition (a
weak precondition). The extra error uncovered was the weak precondition.

6.2 TrackCAD

TrackCAD [16] is part of a larger, joint project between Queensland Rail and
the Software Verification Research Centre. The aim of this project is to develop
a prototype toolset to aid in construction of functional specifications of railway
signalling layouts.

TrackCAD's purpose is to model the connectivity information of railway
track topologies. A preliminary Sum specification of one of the modules for
TrackCAD was written and validated using Possum. Since this specification
was animated, many significant changes were made to the specification before
we received a copy.

This specification is of interest to us because the corresponding specification
is being developed into a commercial tool. Until we performed animation on
this specification, our case studies had either been small examples or written by ourselves.

6.2.1 Informal Description of Behaviour

The TrackCAD tool is used to model the topology of railway track layouts. A segment is the most basic part of a track and is represented by a directed arc between two nodes. Each track segment has an identifier associated with it and multiple segments may be grouped together to form a track, which also has an identifier. Two segments can be joined together using a joint. A point is used to connect three segments together, with each segment belonging to the same track. Signals are associated with nodes and track segments as additional information about the layout.

The user of TrackCAD can add and remove segments, points, and signals, and perform checks on the well-formedness of the track layout, e.g., that no connection is connecting more than four track segments.

6.2.2 Description of Specification

There are two modules for TrackCAD, but these modules are not used together. One module is used to model the input to the program, similar to the graphical user interface, while the other is used to model the output of the program. These two specifications contain similar operations and states, and there is a mapping between the output module’s state and most of the input module’s state, although there is extra information in the input that is not modelled by the output module. The output module models similar information at a more abstract level than the input specification.

The input specification contains 13 state variables, 14 operations, 16 axioms, and 378 lines of Sum, and the output specification contains 9 state variables, 8 operations, 2 axioms and 170 lines of Sum. While there are not many operations in either of these, the schemas are considerably more complex than any other specifications we animated.

6.2.3 Results

The results of the TrackCAD case study are promising. Our method was easy to apply and we discovered a significant number of errors in the specification.

We found several errors in the two specifications. In the input specification, we found 15 errors using a type checker, and 3 semantic errors. In the output specification, we uncovered 20 type-checking errors, and 10 semantic errors\(^3\).

The semantic errors were errors such as schemas stating what values are not allowed in a set, but not stating what values are allowed in the set. As a result, Possum was making a non-deterministic choice of the other values, when the correct behaviour was to remove the elements from the existing set. Other

\(^3\)There were more than 10 semantic errors, but some of these were the same error made multiple times.
problems included oversights from the designer, such as forgetting to remove elements from sets, using 0 instead of 1 as the first index of a sequence, and in one case, forgetting a changes-only statement, thus allowing all state variables to change when only one should. The 3 semantic errors uncovered in the output specification were also made in the input specification, even though the operations and data types were significantly different between the two specifications.

6.3 Difficulties Encountered

One problem was getting one of the schemas to satisfy. The size of the search space was large, so we reduced the search space required to solve the schema. For example, we replaced a predicate of the form:

$$\exists n : \text{LARGE}\_\text{SET} \mid n \in \text{SMALL}\_\text{SET} \cdot n < x$$

where \text{SMALL}\_\text{SET} \subseteq \text{LARGE}\_\text{SET}, with

$$\exists n : \text{SMALL}\_\text{SET} \cdot n < x$$

This is semantically equivalent, but only requires Possum to search through \text{SMALL}\_\text{SET} instead of \text{LARGE}\_\text{SET} to find a value \(n\) such that \(n \in \text{SMALL}\_\text{SET} \land n < x\). This problem is more related to animation tools in general than with our method.

Another problem we confronted was trying to debug large schemas. When using quantifiers, it was difficult to tell the value of quantifiers was causing them to pass or fail. PIZA [10] allows users to embed Prolog code within specifications. This kind of functionality might allow users to print values of variables during animation to help with debugging. However, this problem is not a problem with animation, but a problem with debugging, which is out of the scope of this paper.

7 Conclusions and Future Work

Specification animation can be used to check properties and the behaviour of specifications. While not offering the same assurance as proofs, animation can increase our confidence in the correctness of a specification.

In this paper, we presented a framework for animation using testgraphs: directed graphs that model a subset of the states and transitions of the specification being animated. Sequences for animation are derived by traversing the testgraph. We presented tool support to help users construct testgraphs and automate their traversal. This framework was explained using a small example of an integer set, and we also discussed the application of this method on two non-trivial specifications. The results from these case studies were promising, because they took little effort and time, and uncovered several significant problems in both case studies.

Plans for future work in this area are:
• Investigate more generic, specification-independent properties to be checked on specifications.

• Add functionality to Possum to allow users to print values of variables during animation for debugging. A print function might be a good way to do this.

• Compare our approach to model checking and theorem proving, identifying the most effective method for finding different types of errors.

References


